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Introduction 

Welcome to CFM’s Alternative Beta Matters Quarterly 
Newsletter. 

Within this report we recap major developments of the 
quarter for Equities, Fixed Income / Credit, FX and 
Commodities, Alternative Benchmark Performance as well as 
Trading Regulations. All discussion is agnostic to particular 
approaches or techniques, and where alternative benchmark 
strategy results are presented, the exact methodology used is 
given. 

We have also included one white paper and an extended 
academic abstract from a paper published during the quarter. 
Our hope is that these publications, which convey our views 
on topics related to Alternative Beta that have arisen in our 
many discussions with clients, can be used as a reference for 
our readers, and can stimulate conversations on these topical 
issues. 

  

31st July 2017 

ALTERNATIVE BETA MATTERS 
Quarterly newsletter - Q3 2017 
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Quarterly review 

Quantitative overview of 
key developments in Q1 
2017 

Equity indices 

Improvements in the macro environment helped 
emerging markets to continue the good performance 
seen in the first quarter of the year, with the MSCI World 
equity index – made up of 23 developed country equity 
indices – up 3.4% in the second quarter and the MSCI EM 
index – which consists of 23 emerging countries’ indices – 
gaining a further 5.5%. The correlation between the two 
MSCI indices continued to fall and it is now close to the 
previous lows of 2012. 

There were a few spikes in implied volatility as a result of 
political events during the quarter. The French presidential 
elections held over two rounds in April and May were one 
such cause, with the impact being most pronounced in 
terms of the V2X index, based on the Eurostoxx 50, which 
rose to 26 points on 18 April, corresponding to a strong 
sell-off in shares; it subsequently fell back to a range of 13-
17 points from late April through to the end of the quarter 
as confidence in the likelihood of a victory for the centrist 
Emmanuel Macron rose. 

In a similar pattern, a dip in US markets in May that was 
prompted by President Donald Trump’s decision to fire 
FBI Director James Comey also proved to be short-lived. 
The VIX spiked up to 16 points on 17 May but then quickly 
reverted back to around 10 points where it remained for 
most of the rest of Q2. 

Chinese equities rallied in Q2. The CSI 300 fell during the 
opening weeks, hitting a quarterly low on 10 May, but then 
rebounded and ended the period up 6%. The FTSE China 
A50 hit its quarterly low on 9 May before it began its 
upward trajectory, eventually closing the quarter with a 
gain of almost 10%. Macroeconomic data from China 
remained firm during the period, despite some signs of a 
withdrawal of liquidity from the market.  

  
1 The trender used here is defined as the sign (either +1 or -1) of the difference of a 50 day exponentially 

weighted moving average (EWMA) and a 100 day EWMA 
2 Defined according to https://en.wikipedia.org/wiki/Relative_strength_index using 100 day exponentially 

weighted moving averages. The RSI varies between 0 and 100 with 70 implying an instrument is 
overbought and 30 implying the instrument is oversold 

Of the four macro-economic sectors equity indices 
provided the best environment for the generic trender1 
through Q2, with the Nikkei and A50 putting in the best 
performance and Australia’s SPI 200 being the worst. The 
highest relative strength indicator (RSI)2 was 68 points on 
8 May for the Eurostoxx and the lowest was 47 points on 
18 April for the Nikkei. Risk adjusted liquidity was down 
slightly in Q2 compared to Q1 although it was picking up 
as the quarter came to a close. One has come to expect 
slightly lighter equity volumes in Q3 as summer begins in 
the northern hemisphere. Nevertheless, despite much 
anecdotal evidence supporting this effect, in recent years 
worldwide equity liquidity has only dropped by around 
10% during the summer vacation period. 

The return of the MSCI World and the MSCI Emerging Markets 
indices for the past year 

 

 

Stocks and factors 

There was no notable pattern in terms of the performance 
of any particular industrial sectors through the quarter. Q2 
proved to be another fairly tough quarter for Equity 
Market Neutral (EMN) strategies. 

In broad terms, value investing has suffered across the 
industry this year and the second quarter witnessed a poor 
performance in May offset by a better performance in 
June. This was reflected in the HML (High Minus Low) 
factor – equivalent to the value factor under Fama French 
Carhardt3 – which continued its negative performance 
from the opening quarter of the year with a further set-
back in Q2 across the European, Japanese and US 
markets. 

In contrast, the SMB (Small Minus Big) factor had a 
positive performance overall, continuing a pattern from 
last year. The performance of this factor has been most 
positive in Japan with gains in April and June and a flattish 
May in-between. In Europe it slipped back in April but 
recovered in May and was stable in June. The performance 

3 We use a CFM version of the Fama French implementation for momentum (UMD), value (HML) and size 
(SMB) and have tested the convergence with the data from Kenneth French’s website 
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in the US has been more mixed since the highs of late 
2016 and early 2017 and further ground was lost during 
the second quarter. 

In terms of momentum the UMD (Up Minus Down) factor 
was essentially flat. There was a slight uplift over the 
quarter – particularly in the US – with a sell-off in mid-June 
that seemed to be common across EMN providers.  

Lastly, quality factors generally performed well across the 
industry although there was a drop-off in performance 
towards the end of the period. 

The Fama-French factors for the last year in Europe, Japan and US 

 

 

 

 

 

 

 

 

 

 

Fixed income and credit 

A number of influential central bank governors, including 
Mario Draghi of the European Central Bank, Mark Carney 
of the Bank of England and Janet Yellen of the US Federal 
Reserve, all signalled that they were starting to move away 
from loose monetary policies during Q2. As a result, in 
both the EU and US two-year bonds fell and 30-year 
bonds staying pretty anchored as the market pre-empted 
the expected hikes in central bank rates.  

This backdrop translated into a steady performance for 
the Barclays Global Index during the second quarter with 
a 1% rise over the period, albeit with a sell-off of 0.8% 
during the final week. The Bank of America Merrill Lynch 
Global Investment Grade index had a stronger 
performance and was up 3.5% on the quarter while the 
equivalent High Yield index was up only 3.1%. The 
correlation between bonds and equities was close to zero 
due to the large downward moves in both at the end of 
the quarter. 
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Commitments of Traders (CoT) data for 10 year treasuries 
showed a flip from short to the biggest long since the 
global financial crisis for non-commercials prior to quarter-
end. The CoT data also indicated that non-commercials 
were long for two-year and short on 30-year bonds as the 
quarter came to a close. 

EU credit markets were able to stabilise following the 
French election season, which ran from late April to mid-
June and encompassed both presidential and 
parliamentary polls. In the US, credit markets 
outperformed their European counterparts, with falling 
bond yields and equity outperformance in the US. 

The trending performance was good for interest rates for 
much of the quarter, at least until the strong reversal at 
the end of the period. In terms of 10-year bonds the worst 
performer was Canada and the best was UK Gilts. For 
short-term interest rates the worst performer was 
Australian 90-day bills and the best was Short Sterling. 

The lowest RSI value for 10-year bonds was 45 for Bunds at 
quarter-end and the highest was 60 points for Japanese 
government bonds on 18 April. For short rates, the lowest 
RSI score was 36 points in Canada at quarter-end and the 
highest was 74 on 13 June for Short Sterling. 

Risk adjusted liquidity fell in April and overall was slightly 
down in Q2 compared to Q1. It surged following Donald 
Trump’s firing of James Comey in early May and surged 
again at the end of the quarter. The US Treasury Volatility 
index (TYVIX)4 spiked up to 6 points in April prior to the 
French presidential election and moved up again at the 
end of the quarter to around 5 points  

The return of the Barclays Hedged Global Aggregate Bond and 
the CDX Investment Grade indices for the last year 

 

 

Commodities 

A meeting of Opec members in Vienna in late May 
disappointed markets, as the extent of further production 
limits failed to live up to expectations. The once all-

  
4 The TYVIX is calculated from the CBOT’s options on 10 year futures, using the same methodology as the 

VIX, and is published by the exchange 

powerful oil cartel has more limited market influence than 
in the past, but its failure to agree deeper cuts for 
members or to include Libya and Nigeria in the output 
limits still triggered a crude sell-off. As a result, the oil-
heavy S&P GSCI commodity index was down 4.1% in Q2, 
with the largest losses sustained in the latter part of the 
quarter. The CFTC Commitments of Traders (CoT)5 data for 
non-commercial longs showed a big decline in long 
positioning at quarter-end. In the natural gas market, 
prices began to fall in late May and remained soft in June 
as data indicated a glut in inventory.  

Commodity markets were generally unmoved by the 
French elections, with grain markets becoming agitated at 
quarter-end. Wheat markets were flat through April and 
the first half of May but then rallied towards the end of the 
quarter on the back of a drought affecting North 
American farmers. Corn and Soya markets have been 
similarly affected, although to a lesser extent. 

The generic trend for commodity markets was negative in 
Q2. The best performance came from Sugar, which 
continued its downward trend, while the worst performer 
was the strong trend reversal in Wheat. The lowest RSI 
value over the quarter was for Sugar at 33 points on the 29 
June, although it was quickly followed by a reversal in the 
commodity the following day. The highest RSI was 61 for 
cotton on the 16 May. 

Gold implied volatility as measured by the GVZ6 index 
spiked at 16 in mid-April in a similar pattern to financial 
implied volumes. There were smaller upticks in GVZ in 
mid-May and early June. 

The one year return of the S&P GSCI 

 

 

FX 

The dollar was the big loser in Q2 with the US dollar index 
(DXY) falling by 4.7% over the period, marking an 
acceleration of the 1.8% fall in the opening quarter of the 
year. The Canadian dollar (CAD) strengthened in light of 
comments from Bank of Canada governor Stephen Poloz 

5 http://www.cftc.gov/MarketReports/CommitmentsofTraders/AbouttheCOTReports/index.htm 
6 The CBOE Gold ETF Volatility Index 
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in June which suggested interest rate rises might soon be 
on the agenda following strong growth in the first quarter 
(the overnight rate was duly increased at the bank’s 
meeting on 12 July). 

The euro put in a stronger performance, on the back of 
more impressive economic growth and the prospect of 
tapering following comments by European Central Bank 
governor Mario Draghi in late June. The pound was flat 
overall but lost ground relative to the euro, with concerns 
around Brexit weighing heavily on sterling’s performance. 
Formal negotiations between the UK and the EU27 began 
in Brussels on 19 June, led by Brexit secretary David Davis 
on the UK side and Michel Barnier on the EU side.  

There was a slightly positive trending performance in Q2. 
The best performance came from a strengthening 
Chinese yuan (CNY), while the worst performance was 
from the Australian dollar in June. The lowest RSI value 
was 39 points on 5 May for CAD, prior to its reversal later in 
the quarter. The highest RSI score was 66 on 7 June for 
CNY. 

Risk-weighted liquidity was down only slightly compared 
to Q1 and fairly flat through the quarter. There was a slight 
peak for European currencies following the French 
elections. The implied volatility for the euro was high prior 
to the first round of the French presidential election in 
April, getting close to 14 points. There was a slight pick up 
across currencies for implied volatility at quarter-end due 
to the mini taper tantrum. 

This year’s Euromoney survey on FX market liquidity was 
published in July and shows a slight reshuffle of different 
banks in the Top 10. From a buy-side perspective, however, 
these changes are minor.  

The return of one US Dollar measured in Canadian Dollars, 
Australian Dollars, Chinese Yuan, Euros, and British Pounds 

 

 

  
7 The EMN index is that calculated by HFR, while the CTA index is calculated by the Société Génerale 
8 For the EUR/USD exchange rate we use the Bloomberg defined EURUSDV1M ticker. The VIX index is 

calculated and published by the CBOE 

Alternative industry performance 

The SG CTA index – a benchmark for commodity trading 
advisors – lost 3.5% in Q2, with a loss of almost 5% in the 
final week of the quarter. The sharpest fall came in a 
drawdown around the middle of May when the index fell 
to 2,147 points. It recovered later that month and through 
the opening weeks of June, before the sharp drop at the 
end of the quarter. Average absolute correlation among 
instruments in the CTA universe – which provides an 
indicator of diversification – continued to fall and was 
down to previous lows.  

The HFRX Equity Market Neutral index lost 0.8% through 
Q2 with a drawdown mid-May consistent with losses from 
value strategies. The best performance from HFRX during 
the quarter came from the Emerging Markets Composite 
index, which posted a return of 2.0%, while the worst 
performer was the Systematic Diversified index, which 
declined by 1.5%. 

Total return for Equity Market Neutral (EMN) and 
CTA hedge fund indices over the past year7 

 
 

The principal implied volatility indices across four  
asset classes over the past year8 

 
 

The log of the dollar risk weighted average daily volume across 
futures on the four asset classes over the past year9 

 
 

9 We estimate effective FX volumes to be a factor of 5-10 more than this due to the extra liquidity 
available through the spot markets 



CFM Alternative Beta Matters 

 www.cfm.fr 06 

The total return of the trender defined in  
the text over the past year 

 

 

Trading regulations 

Listed markets are seeing an increasing diversity in market 
mechanics that provide alternatives to lit order book 
trading. This includes block trading, on-exchange auctions, 
various types of dark pools and systematic internalisers. 
These latter have drawn recent scrutiny by regulators 
wishing to avoid that they de facto become “shadow 
exchanges”, where banks facilitate direct trading between 
end clients without proper transparency. 

MiFID II and MiFIR will be applied in EU member states 
starting on 3 January 2018. Most market participants are 
affected by the new regulation, and are preparing for the 
changes to come. Systematic trading firms are most 
affected by tighter control and explicit testing 
requirements on their algorithms, as well as by the 
increased reporting burden related to best execution. On 
the flipside, market transparency will increase owing to 
the wealth of new data that will be made available on 
pricing and liquidity. 

The average monthly dollar volume of six major groups of equities 
in billion USD over the past year 

 
 

Typical bid-ask spread in six major groups of equities in basis 
points over the past year 

 

 
Typical bid-ask spread on five asset classes in basis  

points over the past year 

 

 

 

 

 

Other news 
 Our paper “Agnostic Risk Parity – taming known and 

unknown unknowns” has been published in the 
Journal of Investment Strategies 
https://www.risk.net/journal-of-investment-
strategies/5293476/agnostic-risk-parity-taming-known-
and-unknown-unknowns 

 Our paper “Do investors trade too much? A laboratory 
experiment” has been published in the Journal of 
Economic Behaviour & Organization 
http://www.sciencedirect.com/science/article/pii/S0167
268117301427  

 Our recent paper “You are in a drawdown. When 
should you start worrying?”, arXiv:1707.01457, has been 
accepted for publication in Wilmott magazine 

 Our recent paper “Universal scaling and nonlinearity of 
aggregate price impact in financial markets” can be 
found at arXiv:1706.04163 

 Our recent paper “The short-term price impact of 
trades is universal” can be found at arXiv:1702.08029 

 Our recent paper “The ‘Size Premium’ in Equity 
Markets: Where is the Risk?” can be found at 
arXiv:1708.00644 
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Extended abstract 

Trading lightly: cross-
impact and optimal 
portfolio execution  

Paper by I. Mastromatteo, M. Benzaquen, Z. 
Eisler and J.-Ph. Bouchaud  

Executing trading decisions in real markets is a difficult 
business and moving around substantial trading volumes 
is often foiled by a lack of liquidity. Trades tend to move 
market prices in their own direction, this effect being 
known as price impact. Optimal execution techniques in 
the literature are often restricted to a single asset at a 
time. Recently studies have shown abundant evidence for 
the existence of cross-asset price impact, whereby trading 
one asset leads to price moves in another. This effect is 
strong enough to make a tangible difference as to how 
one should trade large portfolios.  

In the single asset case trading costs are often modelled 
via the distribution of one’s trading volume over time, with 
an impact kernel function describing how each trade 
pushes the price initially, which then slowly decays back 
towards the original value as liquidity is gradually refilled 
in the market. Using this technique it has been shown in 
previous work by several authors that the optimal single-
asset trading profile is “bucket shaped”: one trades more 
intensively near the market open and close, and less so in 
the time in between in order to allow liquidity to come 
back.  

Such models can be generalised to full portfolios using a 
method called Principal Component Analysis, a well-
known tool borrowed from portfolio risk management. 
This allows one to determine whether a given portfolio 
would be cheaper or more expensive to execute 
synchronously, rather than if all of its individual stocks 
could be traded independently.  

One finds for example that a synchronous buy trade across 
a large number of different stocks is more expensive to 
execute, than buying half of them and selling the other 
half in a market neutral fashion. This is because executing 
only buy trades significantly drives the whole market 
upwards, making the traded price of the various stocks 
more and more expensive over time. On the other hand 
executing a balanced long-short, market neutral trade has 
a zero net effect on the global market with buying and 

selling in equilibrium. In such a configuration one 
therefore suffers less from a degradation of execution 
costs due to the effects of this cross-impact. 
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Whitepaper 

The statistics of random 
walks – how low can you 
go and when should you 
panic? 

Executive summary 

Investors inevitably focus on the short term performance 
of the components of their portfolio and often attempt to 
make sense of recent bouts of consecutive negative 
returns or drawdowns in a given asset or strategy. These 
return streams can be modelled using random walks, a 
numerical technique that provides insight into the 
probability of observing a recent performance pattern 
given the assumptions about the quality of the 
investment. We demonstrate, given the modest Sharpe 
ratios that one should expect from an individual 
investment, that the depth and length of a cumulative 
period of negative performance can be surprisingly large. 
This observation leads us to the conjecture that investors 
systematically underestimate the length and depth of 
“normal” drawdowns10. 

Introduction 

Everybody remembers their best trade! That one time 
when everything came together with returns that were so 
good that investing didn’t seem to represent a challenge 
anymore. Markets, however, have a habit of humbling 
investors and, over time, those best trades blur into a mix 
of good and bad. Still, the bad trades are underweighted 
relative to the winners, leading to a false sense of one’s 
ability to distinguish good investments from bad and in 
tough times it is very tempting to cut the losers and focus 
on the winners. Unfortunately, it is rare to find a genuine 
“free lunch” and expectations of Sharpe ratios should be 
tapered to match the real world and account for the 
many biases that exist in investment. Having done so, 
deciding upon which strategy to invest in objectively 
becomes a real challenge. 

  
10 This work has been conducted in parallel with our academic paper You are in a drawdown. When 

should you start worrying? A Rej et al, CFM, arXiv:1707.01457v2 

The obvious question to ask in the presence of 
consecutive negative returns is whether the risk of the 
investment has been correctly estimated. This is often a 
question that our clients instinctively and immediately 
require an answer to when a given strategy heads south, 
wanting proof that risk is within the expected envelope. Of 
course, risk modelling is something that one should be 
concerned by, but generally, accumulated negative 
returns, or “drawdowns”, are more often simply the result 
of a random walk with a modest Sharpe ratio going about 
its business.  

In fact, studying random walks provides the insight, 
demonstrated below, that the principal driver of 
drawdowns is the Sharpe ratio itself. The length of 
drawdowns scales inversely as the square of the Sharpe. 
For a Sharpe ratio of 1, one should expect typical 
drawdowns to last 1 year. Investing in a 0.3 Sharpe ratio 
strategy, a level one should expect from long term returns 
of equity indices for example, leads to typical drawdowns 
lasting 1/0.32 or 10 years! Correspondingly, the depths of 
drawdowns are related to the inverse of the Sharpe ratio, 
meaning if one is invested in a strategy with a Sharpe ratio 
of 1 that produces a drawdown of X (X representing a 
multiple of the volatility, , of the process) with a given 
probability then a strategy with a Sharpe ratio of 0.5 
implies a drawdown of 1/0.5 or of 2X with the same 
probability. These relationships are investigated further 
below using numerical techniques. 

One might be tempted to ask why focus so much energy 
on drawdowns rather than draw-ups? There is an obvious 
symmetry between the two but it remains the case that 
drawdowns are very well defined in being the difference in 
performance between the highest, most recent peak and 
lowest, most recent trough. A draw-up is not as easily 
defined with the price potentially never returning to its 
original point. In any case, investors are not overly 
concerned by draw-ups in studying the performance of 
their strategies. This short note is written as follows: 
beginning with an introduction to numerical simulations 
we briefly give some intuition behind how the depth and 
length of drawdowns change with the Sharpe ratio of the 
random walk. We next look at the less interesting subject 
of the distribution of all drawdowns before dealing with 
the more instructive discussion of the worst drawdown for 
a given Sharpe ratio. We then also study the lengths of the 
longest drawdowns before using these numerical 
techniques to demonstrate the relationship between 
drawdown depths, lengths and the Sharpe ratio of the 
strategy. We conclude with some discussion regarding 
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potential future work on using different models for 
processes that may better describe investment strategies. 

Numerical simulations – a pragmatic approach 

The following introduction to numerical techniques may 
be considered technical by some readers and may be 
safely skipped in order to get to the key results. We first 
begin by introducing the basic tool of these simulations - 
the random walk. One can model the returns of an 
investment by constructing the price 𝑝 of the strategy as: 

 

Figure 1: A histogram illustrating the bell shaped distribution 

of the random numbers used in the random walks. The 

random numbers are centered on zero and have tails that fit 

financial time-series well. 

𝑝 =  ∑(𝜇 + 𝜂𝑛)

𝑁

𝑛=0

 

where n is the counter, say the days for a daily return and 
N is the total number of days in the time-series of returns11. 
The η term is simply a zero mean noise term or random 
number generator with a bell shaped distribution that 
best models the returns δp = μ + η, of the investment 
strategy. A histogram of these random numbers can be 
seen in Figure 1 showing a distribution centered on zero 
with tails representative of financial returns12. The μ term is 
a constant added to the unpredictable “noise'' ηn at every 
time step to generate a random walk with a “drift'' or a 
positive return. Figure 2 shows the results of generating 
random walks with Sharpe ratios of 0, 0.5 and 1 by varying 
the drift term to achieve the Sharpe ratio we require. 
Obviously, a Sharpe ratio of zero is generated by applying 
no drift term at all i.e. setting μ to zero and allowing the 

  
11 One may enquire as to why we sum over returns rather than compounding them. Summed returns 

represent the performance of a constant asset investment, a more practical framework within which to 
simulate investments. However, all results can be reproduced using a random walk 𝑝 = ∏ (𝜇 + 𝜂𝑛)𝑁

𝑛=0  
with drawdowns defined as (𝑝𝑝𝑒𝑎𝑘 − 𝑝𝑡𝑟𝑜𝑢𝑔ℎ )/𝑝𝑝𝑒𝑎𝑘 

zero mean of the ηn random numbers to generate a flat 
(on average) zero Sharpe random walk.  

We now have a framework within which to simulate many 
random walks with any particular Sharpe ratio we desire, 
each realization being different due to the existence of the 
ηn term. The time-series in Figure 2 show how these 
random walks resemble the prices of for example 
investment indices or individual fund returns. 

 

Figure 2: Random walks generated with 3 Sharpe ratios 
illustrating how varying the μ parameter allows us to easily 
change the drift and hence the Sharpe ratio. 

How long should a drawdown be? A rough guide 

Given this “random walk” model for a strategy it is 
instructive to consider the interplay between the two 
terms, the first driving the returns or the drift, μ, and the 
second driving the volatility, η. A feature of the random 
component is that the envelope of expected outcomes is 
described by a square root function. We can write the 
price, P, at time, T, as the following: 

𝑃(𝑇) = 𝜇𝑇 + 𝜎√𝑇 

This can be seen visually in figure 3. We have generated 
many different realizations of zero Sharpe random walks 
and find that they are enveloped by a square root function 
of time. Adding in the drift term, μT, as in the above 
equation, we see that on short timescales the random 
fluctuations of the noise dominate and the drift is not 
strong enough to bring the random walk outside of the 
square root envelope. As time increases, however, we 
apply a larger and larger positive support to the random 

 
12 The choice of the distribution of returns can change the results of the study. Here we use a Student's 

distribution with 4 degrees of freedom, a distribution which is naturally “fat tailed” and fits financial 
time-series well 
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walk such that, at some point, the drift dominates and the 
positive Sharpe ratio expresses itself. This is intuitive as a 
zoom into the returns of any strategy, even those with 
high Sharpe ratios, reveals something that resembles 
white noise. A zoom out of any strategy, contrarily and 
even for low Sharpe ratios, looks misleadingly good, 
despite the low Sharpe ratio. A cursory look at, for 
example, two centuries of trend following13, visually looks 
much better than one would expect from the measured 
Sharpe ratio of 0.8. 

 

Figure 3: Zero Sharpe ratio random walks generated using the 
technique described in the text. Also shown are the 1 and 2 sigma 
lines that envelope the evolving prices. In adding in a positive drift 
term, μ, the random walks slowly evolve away from zero, the drift 
term beginning to dominate at the time 𝑇∗ described in the text. 

With this in mind we are now in a position to formulate 
this effect by setting the two terms of our random walk to 
be equal at a time 𝑇∗.  

𝜇𝑇∗ = 𝜎√𝑇∗ 

𝑇∗ representing the point at which the random noise term 
finds it more and more difficult to stop the drift term from 
pulling the strategy upwards14. This can be rearranged to 
give the following rule of thumb 

𝑇∗ =
𝜎2

𝜇2
= 1/𝑆ℎ𝑎𝑟𝑝𝑒2 

As the Sharpe ratio of the random walk changes, the 
timescale at which these two forces offset scales inversely 
to the square of the Sharpe ratio. One can now also take 
this characteristic timescale and plug it back into the 
random walk. At time 𝑇∗ therefore 

−𝜎√𝑇∗ = −𝜎√
1

𝑆ℎ𝑎𝑟𝑝𝑒2
= −𝜎/𝑆ℎ𝑎𝑟𝑝𝑒 

  
13 Two centuries of trend following, Lemperiere et al, CFM, published in the Journal of Investment 

Strategies 

One finds that the depth that the noise component gets 
us to in the random walk varies inversely to the Sharpe 
ratio. These two rules of thumb will be discussed further 
later on in the text. 

All drawdowns 

Having now set up our framework to study drawdown 
probabilities numerically we can generate many 
realizations and average over them. The first obvious 
exercise is to look at the distribution of all drawdowns, 
described as the cumulative losses generated in periods of 

negative performance. Any one drawdown, 𝑑, as 
illustrated in figure 4, is defined as:  

𝑑 = ∑ 𝛿𝑝𝑡

𝑛𝑜𝑤

𝑙𝑎𝑠𝑡 𝑝𝑒𝑎𝑘

 

 

Figure 4: An illustration of how we calculate the drawdown for a 
random walk of 10 time periods. Each of the drawdowns is 
calculated from the highest recent peak to the trough. Each 
return that moves the price above the highest peak does not 
therefore count as a drawdown. Most of these moves down are 
small and correspond to the wiggles in the random walk 

A histogram of these drawdowns is shown in figure 5 
where one observes a distribution which is heavily biased 
towards small drawdowns. It seems on the face of it that 
deep drawdowns are in fact highly improbable. This is 
however misleading in the sense that the majority of 
negative periods are very small with only very few that 
persist. Most drawdowns are in fact very short for a 
random walk and these negative ‘wiggles’ are mostly 
irrelevant. As we shall see, it is these deepest or longest 
drawdowns that are the ones we should be looking at. 
Nonetheless, one can use this distribution to now 
construct a probability density function that gives us the 
probability of seeing a given level of drawdown. It is easiest 

14 at least to 1 sigma ie 𝑇∗ represents the time at which 1/3 of realizations will be negative overall and 2/3 
will be positive while 2T^* would have only 2.5% of negative realizations 
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to construct this function in its cumulative form15 which 
can be seen in figure 5. If we now experience a drawdown 
of say 2 standard deviations then we can immediately 
read off that 87% of all drawdowns were less than this 
level for a Sharpe of 0.5 or, stated differently, 1 drawdown 
in 1/(1-0.87)=8 is deeper than this level – a 2 drawdown 
will therefore occur 1 drawdown out of 8. 

 

 

Figure 5: The top histogram shows the lengths of all drawdowns, 
in standard deviations σ, that have ever occurred in a time-series 
of fictitious price returns generated as described in the text. The 
bottom plot shows the cumulative probability density function for 
three values of Sharpe ratio – 0.5, 1 and 1.5. The y-axis represents 
the probability of seeing a drawdown of up to that depth, seen on 
the x-axis. For example, for the Sharpe=1.5 line with a probability 
of 0.5 one would see drawdowns up to ~0.3σ while with a 
probability of 0.95 one would see drawdowns up to ~1σ. 1 
drawdown in 2 is therefore at least ~0.3σ deep while 1 drawdown 
in 20 is at least ~1σ deep for a Sharpe ratio of 1.5 

  
15 The trick to determining the cumulative distribution is to sort the observed data in order of their 

observed values, for example in increasing order. The cumulative probability of a given value of the data 

Worst drawdowns 

Unfortunately the distribution of all drawdowns above 
gives us a false sense of security and makes us think that 
deep drawdowns are unlikely. In reality, as we all know, 
drawdowns do exist and can be deep suggesting that 
they are not that improbable. So why does the above 
analysis suggest otherwise? The issue is that it is only the 
worst drawdowns in a given window of time, rather than 
all drawdowns, that we are concerned by. We can instead  
plot out the depth of the worst peak to valley drawdown 
seen in every calendar year, including the cases where that 
drawdown began in prior years. We do this again for very 
many years, with one worst drawdown per year, and see 
that this distribution is now very different. The distribution 
is shown in figure 6 where we see that the worst 
drawdowns are obviously rarely close to zero and can be 
significant. We once again convert this into a cumulative 
probability density function as shown in figure 6 where 
one observes, for example, for a Sharpe of 0.5 the most 
probable worst drawdown 1 year in 2 (the median) is at 
least 1.4 while 5% of the worst drawdowns are at least 
3.75. We can put this into context by setting  (close 
to the volatility of the stock market in normal, calm 
periods) to see that a “normal” year for a Sharpe=0.5 
process would see a loss of at least 14% while 1 year in 20 
the process loses at least 37.5% of its assets! These 
numbers may sound alarmingly high but are purely the 
result of the statistics of a random walk. Considering that 
many strategies exhibit a Sharpe of 0.5, it is safe to say that 
a firm existing based on only one such strategy has a high 
probability of going out of business based on a quite 
probable fluctuation! 

at the sorted value, k, is then found to be k/(N+1), where N corresponds to the total amount of points in 
the data set 
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Figure 6: The top histogram shows the lengths of the deepest 
drawdowns per year, in standard deviations σ, that have ever 
occurred in a time-series of fictitious price returns generated as 
described in the text. Each data point therefore corresponds to 
the worst drawdown seen in that year, even if that drawdown 
began in a prior year. The bottom chart shows the cumulative 
probability density function of these worst drawdowns for three 
values of Sharpe ratio – 0.5, 1 and 1.5. Taking for example the 
Sharpe=0.5 line one sees that 50% of worst drawdowns were at 
least 1.4 σ deep while 95% of the worst drawdowns were at least 
3.75 σ or correspondingly 5% of years experienced a drawdown of 
3.75 σ or more. Stated differently, 1 year in 2 will see a drawdown 
of at least 1.4 σ while 1 year in 20 a drawdown of at least 3.75 σ 
should be observed. 

Longest drawdowns 

The previous section described the deepest drawdowns in 
any year which is of obvious concern to any investor. Of a 
lesser concern but still relevant in selecting strategies and 
making investment decisions is to consider the length of a 
drawdown. A shallow drawdown that continues for too 
long may make an investor question his assumptions 
behind the Sharpe ratio of an investment decision 
whereas deep drawdowns should statistically not be 
quick. The deepest drawdown and the longest drawdown 
in any one given period of time do not necessarily 
correspond to the same event and we can instead focus 

on the distribution of the lengths of the longest 
drawdowns per year, again even if they had started prior 
to the beginning of the year, which as the Sharpe ratio 
decreases becomes ever more probable! In figure 7 we 
show a histogram of the lengths of the longest 
drawdowns per year which again is converted to a 
cumulative probability distribution function in figure 7. We 
see for example that for a Sharpe of 0.5 that a typical, 
median longest drawdown lasts for 350 days 
(approximately 17 months) while 1 year in 20 sees a longest 
drawdown lasting 2500 days (approximately 10 years!). If 
one is dealing with such low Sharpe ratio strategies it 
becomes clear that it is almost impossible to make an 
objective investment decision based on disappointing, flat 
performance over a 10 year period. 

 

 

Figure 7: The top histogram shows the lengths of the longest 
drawdowns per year, in years, that have ever occurred in a time-
series of fictitious price returns generated as described in the text. 
Each data point therefore corresponds to the longest drawdown 
seen in that year, even if that drawdown began in a prior year. The 
bottom graph shows the cumulative probability density function 
of these longest drawdowns (in days) for three values of Sharpe 
ratio – 0.5, 1 and 1.5. Taking for example the Sharpe=0.5 line one 
sees that 50% of the longest drawdowns were at least 350 days 
long while 95% of the longest drawdowns were at least 2500 
days long, or correspondingly 5% of years experienced a 
drawdown that lasted for 2500 days or more. Stated differently, 1 
year in 2 will see a drawdown that lasts at least 350 days while 1 
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year in 20 a drawdown lasting at least 2500 days should be 
observed. 

How do drawdown depths and lengths depend 
on the Sharpe ratio? 

We are now in position to investigate the relationship 
between drawdown depths, lengths and the Sharpe ratio 
of the process. Figure 8 shows the 1 year in 20 drawdown 
depths for a range of Sharpe ratios with the function 
1/Sharpe overlaid. Also shown is the 1 year in 20 drawdown 
lengths for a range of Sharpe ratios, this time with the 
function 1/Sharpe2 overlaid. These relationships describe 
well the way that expectations of drawdown depths and 
lengths should scale with Sharpe ratio and confirm the 
intuition derived above from the construction of the 
random walk. 

 

 

Figure 8: The depths and lengths of the 5% deepest and longest 
drawdowns experienced with a range of Sharpe ratios. Also 
shown are the relationships as described in the text that the 

worst drawdown depth is proportional to 1/ Sharpe while the 

longest drawdown length is proportional to 1/ Sharpe2 

Conclusions 

In this short note we have studied a model of strategy 
returns that allows us to build up probability distributions 
of drawdowns for a given level of Sharpe ratio. This model 
was used to look at the most probable worst drawdowns 
and most probable longest drawdowns in any one 
calendar year even when that said drawdown began in a 
previous year. The results give surprisingly large numbers 
for what is considered typical levels of Sharpe ratios that 
investors would have in a portfolio, typically basing 
investment decisions on prior returns. For example, with a 
Sharpe of 0.5 one should expect: 

 A deepest drawdown of at least 3.75 1 year out of 20, 
or a 37.5% loss for a 10% volatility 

 A longest drawdown of at least 10 years, 1 year out of 
20 

The depth of the drawdown increases proportionally to 
the inverse of the Sharpe ratio while the length of the 
drawdown increases proportionally to the inverse of the 
square of the Sharpe ratio. This makes sense, considering a 
Sharpe ratio of zero implies strategy drawdowns that can 
in principle go on forever albeit with a low probability. 
These statistics are counterintuitively high and, along with 
our experience of interacting with allocators and advisors, 
lead us to conclude that investors tend to significantly 
underestimate the depth and length of statistically normal 
drawdowns.  

In conclusion the only way to reduce the depth and 
length of drawdowns is to improve the Sharpe ratio of a 
portfolio and, generally speaking, the only way to improve 
Sharpe ratios is through diversifying among many well 
implemented strategies. The statistics presented in this 
paper are, of course, sensitive to the process used. It is the 
subject of further work in this field to study random walks 
with time fluctuating Sharpe ratios and/or autocorrelation 
in the returns and volatility. We will report on this further 
work in subsequent papers. 
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Disclaimers 
ANY DESCRIPTION OR INFORMATION INVOLVING 
INVESTMENT PROCESS OR ALLOCATIONS IS PROVIDED 
FOR ILLUSTRATIONS PURPOSES ONLY. 

ANY  STATEMENTS  REGARDING CORRELATIONS OR  
MODES  OR  OTHER  SIMILAR  STATEMENTS CONSTITUTE 
ONLY SUBJECTIVE VIEWS, ARE BASED UPON 
EXPECTATIONS OR BELIEFS, SHOULD NOT  BE  RELIED  
ON, ARE SUBJECT TO CHANGE DUE TO A VARIETY  OF  
FACTORS, INCLUDING FLUCTUATING MARKET 
CONDITIONS, AND INVOLVE INHERENT RISKS AND 
UNCERTAINTIES, BOTH GENERA  AND SPECIFIC, MANY  
OF WHICH CANNOT  BE  PREDICTED OR QUANTIFIED  
AND ARE BEYOND CFM'S CONTROL. FUTURE EVIDENCE 
AND ACTUAL RESULTS COULD DIFFER MATERIALLY 
FROM THOSE SET FORTH, CONTEMPLATED BY OR 
UNDERLYING THESE STATEMENTS. 
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CFM has pioneered and applied an 
academic and scientific approach to 
financial markets, creating award 
winning strategies and a market 
leading investment management 
firm. 

 

 Contact us 
 
Capital Fund Management S.A. 

23, rue de l’Université, 75007 

Paris, France 

T +33 1 49 49 59 49 

E cfm@cfm.fr 

 

CFM International Inc. 

The Chrysler Building, 405 Lexington Avenue - 55th Fl., 

New York, NY, 10174, U.S.A 

T    +1 646 957 8018 

E    cfm@cfm.fr 

 

  
CFM Asia KK 

9F Marunouchi Building, 2-4-1, Marunouchi, Chiyoda-Ku, 

100-6309 Tokyo, Japan 

T +81 3 5219 6180 

E cfm@cfm.fr 

 

Capital Fund Management LLP 

64 St James’s Street, London 

SW1A 1NF, UK 

T +44 207 659 9750 

E cfm@cfm.fr 

 
 

 

mailto:cfm@cfm.fr
mailto:cfm@cfm.fr
mailto:cfm@cfm.fr
mailto:cfm@cfm.fr

